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MpookAnaon oe Anuooia Mapouvciaon tng Atdaktopikn¢ AtatptBr¢ tou

k. Dennis Ralph Bautembach

Doctoral Dissertation Defense

Mr. Dennis Ralph Bautembach

Tnv Tetdptn, 02/02/2022 kot wpa 15:00 p.p. péow TnAedidokedng (zoom)
https://zoom.us/j/92447661007 kot omd TO KAVAAL Tou Tunuato¢ oto Youtube,
https://www.youtube.com/channel/UC7uE3QiMTQjkrpByB Gnt6Q/live, BOa yivel n
dnuooila mapoucioon Kat umoothpEn tne Adaktoptkng Atatplprig tou unondiou
S16aktopa tou TuRuatog Emotiung YmoAoywotwv K. Dennis Ralph Bautembach pe
Bcpa:

“Simulating Spiking Neural Networks on Multiple GPUs”
“Npocopoiwon Neupwvikwv ALKTOwv Auvapkwv Evépyelag o MoAAAAEG
Movadeg Enefepyaoiag Npadpikwv”

NEPINAHWH

Ta Nevpwvika Aiktua Auvvaplkwv Evépyelag (NAAE) eival pwa katnyopia Texvntwv
NeupwviKwv Atktuwv (TNA) Ttou eTtiXelpoUV VA LOVTEAOTIOLOOUY, e PeyoAUTEPN akpiBela,
TI¢ Sladikaoieg o Blohoyka veupwvika Siktua omwe o (avBpwrivog) eykédatog. Eivatl pa
YEVIKEUON TWV «cUPPatkwv» N «BaBéwv» TNA. Ta cuppatikd veEUupwVLKG Siktua, gite sival
OUVEALKTIKG, emovaAappavopevo i GAANG popdrg, TUTILKA sival SLOOTPWHATWHEVE KoL
mapdyouv ouvexeilc e£0doug, oL omoie¢ umMopoUV va UTOAOYLOTOUV HECW OTMAWV
TIOAAOTAQCLOOUWY UNTPOC O CUVSUAOUO HE UN YPOUULKEG CUVOPTHOELG EVEPYOTIOiNONG.
AvtiBeta, Ta NAAE pmopoUv va polalouv pe aubBaipetoug kateuBuvopevoug ypadouc.
AmoteAoUvTal amo VEUPWVEG, TIOU OVTLOTOLXOUV OTI( KOpUdEG Tou ypddou, oL omoiol
ouvdéovtal HECW CUVAPEWV, TIOU OVTLOTOLXOUV OTLG aKUEG TOU ypddou. TOoO oL VEUPWVEG
000 KOl oL ouvayelg €xouv TN OWKN TOUC KOTAOTAOHN, TOU omoteAsital amd molkiia


https://zoom.us/j/92447661007
https://www.youtube.com/channel/UC7uE3QiMTQjkrpByB_Gnt6Q/live

XOPOKTNPLOTIKWY, TOL OTtola Urmopouv va SiEmovtal and avbaipeteg SuvapLkeS. EmmAgoy, ol
VEUPWVEC £XOUV £Va OXALA TIUPOSOTNONG e Hopdn akidag, OmoTE €va OO,/ UVU O TTIPETIEL
va HeTadoBel otoug yeitovég Toug pEow TwV e€epxopevwy cuvalewv toug. H £€€080¢ evog
NAAE eival to potifo mupodotnong tou. MMopoUpE auéows va SOUUE TNV OUOLOTNTA AUTAG
™G oupmnepldopdC UE TIC NAEKTPOXNUIKEG Slepyaocieg mou cupPailvouv otov eykédalo.
MoAAG MAEOVEKTAOTO UTTOPOUV va TipoKUoUV amd auth Thv opoldtnta: O Maass anédelée
10 1996 otL ta NAAE €ival BepeAlwdwe Lo LloYUPA UTTOAOYLOTIKA oo Ta cupBatikd TNA.
Jtnv mpaén, ta NAAE e€akohouBouv va uotepoUlv os oxéon e ta TNA, aAAd n €peuva YUpw
and auTA MapapEVEL Lwvtavr] Kol TTOAAQ UTLOOXOUEVN. TO XAOUA CUPPLKVWVETOL CUVEXWG,
€10l wote ta NAAE va pmopoUv pila Hépa vo avtamnokpivovtal otn ¢Aun touc. Mia mTuyn
otnv omoia ta NAAE é€xouv ndn femepdoel ta TNA eival n amoédoon Loxvog, €L6LKA o€
ouvlUAOUO UE VEUPOUOPHLKO UALKO. ITNV MPOYHOTIKOTNTA, £(VOL TOGO OMOTEAECUATIKA TTOU
n petatporn twv TNA os NAAE oploBetel éva cuykekpluévo medio £peuvac. H kalvotopia
Twv NAAE £xel emiong pelovektipata. MoAAd Aupéva mpoBARuata, 0w N oMOTEAECUATIKA
e€aywyn ouumnepacpdtwy Kot n ekmaidsuon twv TNA, Tpémel va enavefstaotolV yla Tt
NAAE Aoyw Ttng Opaoctikd OSladopetikne ¢ovong toug. H Swadikaocia e€aywyng
oupnepaocpatwy (inferencing) amnattel mAnpn npocopoiwon. Evw n ekmaidsuon HEow HETA-
oAyoplBuwyv omwg o AAyoplBuog OmieBodiadoong (AO) (Backpropagation) sivatl duvatn
(éxouv ylvel apketég mpoomndBeleg mpooappoync tou AO os NAAE), ta NAAE mpoodépovral
yia éva Sladopetikd eibog ekmaideuong: tn veupomAaotikotnta. Kabwg €va NAAE
TIPOCOUOLWVETAL, OUTOTPOCAPHUOLETOL OCUVEXWG, TIPAYOVTOC OCUVEXWS PeATloUpeva
anoteAéoparta. H ekmaibeuon ylvetal eyyevég HEPOC TOU UOVTEAOU KOl O TIPOGOUOLWTAG
yivetat urmteBuvog yla TV 08rynor) tou. Autdg elval o AOYoG yLo TOV OTol0 adLEpWOAE TN
OUYKEKPLUEVN €PEUVA OTNV MPOCOWOLWaON, TNV onoia Bewpolpe aKOUn 1o BepeAlwdeg
NTnua amno tnv eknaidsuon: Evag yprnyopog, anodoTikdg amod MAEUPAS MOPpwVY Kal GLALKOG
T(POG TO XPHOTN TPOCOUOLWTHG OXL LOVO EMUTOXVUVEL TLG UTIAPXOUCEG TIPOCOUOLWOELG OAAQ KoL
gmItayvvel tn oxediacn Siktou (MPWTOTUMO/CUVTOVIOUO TIPOUETPWY, K.ATL) Kal TRV
€peuva 0e AAAoUG OAyOpLBoUC, cuumEpAAUBAVOUEVNG TNG EKTTALSEUONG, TIPOAYOVTAG TO
niedio oto oUVOAO Tou. o TO GKOTIO AUTO TTAPOUGLALOULE TO Spice, évav ipocopolwt NAAE
mou avantuape. To Spice uneptepel 6oov adopd tnv anddoon (taxutnta, Xpovo pubuLong,
KOTAvVOAWoN UVAKNG) Kal eUKOALQ Xprong &vavil Twv UGLOTAPEVWY TIPOCOpHOoLWTWY. Elval
EMiONC O TPWTOC TPOCOUOLWTHAG TIOU KALUAKWVETOL YPOUULKO Of OKTWw Movadeg
Enetepyaciog Mpadikwv (GPUs). Autd emituyyAvetal He VEOUC aAyoplOUOUC yla TnVv
Snuloupyla Twv akibwv Kat TNV TMAAoTIKOTNTO, €va Véo oxnua rmapaiiniomnoinong, kabwg
kol pla ouyypovn Alemadn Mpoypappatiopot Edapuoywv (Application Programming
Interface - API). H SwatpiBy aut Slepeuvd autd ta {NTAUATO KOl TOPOUCLAlEL ThV
QVTLUETWTTLON Toug og Stadopa enineda BeAtiotonoinong, EeKVWVTaG amd KATIOLEG TIPWTEG
BaoLKEC UAOTIOLNOELG LEXPL TNV TEAEUTALA TOUG ekboXN N omola &emepvd oe emSOOELS TIG
KOAUTEPEG UDLOTAPEVEC TEXVLKEC.

EruPBAEnwy: Kabnyntng, A. Apyupog
ABSTRACT

Spiking neural networks (SNNs) are a class of Artificial Neural Networks (ANNs) that attempt
to more accurately model the processes inside biological neural networks such as the
(human) brain. They are a generalization of "conventional" or “deep” ANNs. Conventional
neural networks (be it convolutional, recurrent, or other networks) are typically layer-based



and produce continuous outputs, which can be computed via simple matrix multiplications
interleaved with non-linear activation functions. In contrast, SNNs can resemble arbitrary
directed graphs. They consist of neurons, corresponding to the graph’s vertices, which are
connected via synapses, corresponding to the graph’s edges. Both neurons and synapses
have their own state, consisting of arbitrary attributes, which can be governed by arbitrary
dynamics. In addition, neurons can fire or “spike” in which case a signal/message must be
transmitted to their neighbors via their outgoing synapses. ASNN’s output is its firing pattern.
We can immediately see how this behavior is quite similar to the electro-chemical processes
happening in the brain. Several advantages can be derived from this similarity. Maass proved
in 1996 that SNNs are fundamentally more powerful computationally than conventional
ANNSs. In practice, SNNs still lag behind ANNs but research around them remains vivid and
promising. The gap is constantly shrinking so that SNNs may one day live up to their
reputation. One aspect in which SNNs have already overtaken ANNs is power-efficiency,
especially in combination with neuromorphic hardware. In fact, they are so efficient that
converting ANNs into SNNs has become its own field of research. SNNs’ novelty also bears
disadvantages. Many solved problems such as the efficient inference and training of ANNs,
have to be re-thought for SNNs due to their drastically different nature. Inference requires
full-blown simulation. While training via meta-algorithms such as Backpropagation (BP) is
possible (in fact, several attempts to adapt BP to SNNs have been made), SNNs lend
themselves to a different kind of training: neuroplasticity. As the SNN is being simulated, it
constantly self-adapts, producing ever-improving outputs. Training becomes an inherent part
of the model and the simulator becomes responsible for driving it. This is why we have
dedicated this research to simulation, which we see as an even more fundamental issue than
training: A fast, resource-efficient, and user-friendly simulator not only speeds up existing
simulations. It accelerates network design (prototyping/parameter tuning/etc.) and research
into other algorithms, including training, advancing the field as a whole. To this effect, we
present Spice (/spaik/), a state of the art SNN simulator. Spice is superior in terms of
performance (speed, setup time, memory consumption) and ease of use. It is also the first
simulator to scale linearly to eight GPUs. This is achieved by novel algorithms for spike
delivery and plasticity, a novel parallelization scheme, as well as a unique, modern API. We
explore these algorithms and witness their evolution over several optimization levels, from
naive "first" implementations all the way to outperforming the state of the art.
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